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Abstract “correspondence” between parts of the model and features
in the image through a hierarchy of conditional distribu-
Hybrid generative-discriminative techniques and, in tions. These models allow for integration over hidden va-
particular, generative score-space classification method riables, and can thus deal elegantly with missing, unlabele
have proven to be valuable approaches in tackling difficult and varying-length data. Likelihoods under such paramete-
object or scene recognition problems. A generative modelrized class-specific models can then be used for classifica-
over the available data for each image class is first learned, tion using the Bayes rule. Discriminative methods, on the
providing a relatively comprehensive statistical represe other hand, define the separation boundaries among clas-
tion. As a result, meaningful new image features at differen ses, rather than the distribution over instances of a thescla
levels of the model become available, encoding the degreeand tend to maximize data separability. Depending on the
of fitness of the data with respect to the model at different features, this often results in classification performarge
levels. Such features, defining a score space, are then fedjher than those achieved by the generative models, espe-
into a discriminative classifier which can exploit the imtri cially when large training sets are available] Recently,
sic data separability. In this paper, we present a geneeativ hybrid generative-discriminative approaches have been pr
score-space technique which encapsulates the uncertaintyposed with the goal of benefiting from the best of both pa-
present in the generative learning phase usually disregar- radigms. Several lines of research have been pursued here.
ded by the state-of-the-art methods. In particular, we pro- On one hand, there are the generative score-space methods,
pose the use of variational free energy terms as feature vec-which represent a large family of two-step techniques, in
tors, so that the degree of fithess of the data and the un-which a generative phase is followed by a discriminative
certainty over the generative process are included explici  counterpart. For example, il a classification framework
in the data description. The proposed method is automa-is proposed which uses by-products of generative models,
tically superior to a pure generative classification, and we like the conditional distributions, as features for a discr
also experimentally illustrate it on a wide selection of ge- minative machine. In the same class of methods, we find
nerative models applied to challenging benchmarks in hard the similarity-based approachels PO} which concatenate
computer vision tasks such as scene, object and shape recazlass conditional likelihoods of different generative ratsd
gnition. In several instances, the proposed approach beatsproviding feature patterns which can be separated by discri
the current state of the art in classification performance, minative techniques. Finally, “classical” score-space me
while relying on computationally inexpensive models. thods [7, 21] are characterized by their ability to grab dee-
per structural information from the generative models; eva
luating how well the test samples “agree” with the gene-
1. Introduction rative process described by the models’ parameters, under
. e . the form of fixed-length generative score. For example, the
The de_S|gn of models for cIaSS|f|c_at|on ar_1d recognmon_ Fisher score 7] extracts features from the first-order de-
PUrpOSES IS one of the fundam_ental ISSUes In COMPUIET Vi-yative of the model likelihood (for a given test sample).
sion. Among the several possible taxonomles, tvyo aPPaThe other big branch of the generative-discriminative fa-
rently orthogonal approaches can be found in the literature .y, 2ims at blending the two orthogonal perspectives em-
the generative and the discriminative paradigms. Genera—p|0ying generative models which are discriminatively-trai

tive models encode intuitively data correlations and apri g exploiting hyperparameters which determine which
knowledge by means of a graph structure, establishing a
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2, the proposed framework is described, with a mathemati-

» Manages . . . .
Generative | -unlabelled data | =Does not exploits cal analysis showing why our generative score space achie-
(8121 [ variable lengfh data| - data separabilty ves better classification performances than the correspon-
. «Does not manage ding generative model alone. A mathematical comparative
Discriminative | ° TH: Superior to - unlabelled datg H H H :
(1 16.o) | generativewnen | UREIEEC S analysis with respect to state of the art techniques is also
enough data data provided. Sec. 3 details experimental comparisons. Finall
+ Manages . the contributions of the work are summarized in Sec. 4.
Score based - unlgbelled data eDoes not take into
11,3.6,7,20.21] :r\r/‘a.nsable Ifength data accountl model
®TH: Superior to uncertainty
generative 2. The proposed score space framework
o Manages . Computgtionally )
Hybrid - unlabelled data demanding (only Our framework, as common for the generative score
[10,14] - variable length data | numerical . . .
« Superior to generative] optimizations) space methods, can be partitioned into two steps: first, fea-

Figure 1. Comparative table of pros and cons of differergsita  tures from a generative model are extracted, and second, the

fication paradigms.TH stands for facts for which does exist a features forming the score space are analyzed by discrimi-
theoretical explanation. native methods.

2.1. Extraction of free energy features
part of the model (generative or discriminative) has to be
favored [LO, 14]. A comparison of the typical existing ge-
nerative, discriminative and hybrid methods is given in.Fig
1. The prevailing wisdom is that generative score-based ap- a(t) - 2 )
proaches can provide superior performances since feature&” " dit) e NVt =1... Ty ={y'",....y"), 0}

derived from a generative model capture both data and ge-S the set of hidden variables associated with the indididua

. . . bservations, anél a set of parameters shared across obser-
nerative process; in this sense can be understood the 9008 P

o : vations.
performances on scene recognition By pr the theoretical 5 .o 5 generative model has been learned, data analysis

results of [L0, 14]. _ consists of probabilistic inference, i.e., computingresti

In this paper, we present a generative score space methogks of all the hidden quantities by evaluating the posterior
which considers the free energy of a generative model as adistribution P(y|z). This is often intractable, and variatio-
primary source of features for classification. Free enesgy i nal inference is used as a fast approximation keeping some
a popular function in statistical physics which, in this eon uncertainty in the posterior distribution, but avoiding-co
text, is usually to be minimized in variational model trai- relations which would lead to combinatorial explosiai [
ning, which represent a lower bound on the negative log- The main idea is to approxirlnﬂel;,ié‘ylx) by a simpler va-
likelihood of the observations. “ A valuable aspect of the riational distribution@(y) = —,_, @(y™), which can be
free energy, exploited in our framework, is that it reflects €asily evaluated. _ o

both the uncertainty accumulated during the training pro- Fr€€ energy9] is a score function whose minimization en-
cess and the fit of a new data point to the learned model, asures high similarity between exact posterior and varitio
a summation of terms. Such terms can be partitioned in adlstrlbu'uons, and is commonly arranged as:
entropyset and in across-entropyset. The latter encodes Q(
errors in the model's fit to the data, distributing such discr F = KL(Q P)-nP(®) =3 Q) Ply
pancies across several terms, each one focusing on a parti- vl
cular factor of the generative joint distribution. The fam where KL stands for the Kullback-Leibler (KL) diver-
encodes the uncertainty of this fit, again separated adiesst gence, evalua tween the exact posterior an@ ttiie
model components. The entropy and cross-entropy termsstribution, and Y indicates the sum over all the possible
are then employed as features for discriminative classifier values assumed by each of the hidden variables.
Asymptotically, the proposed framework can trivially be The KL divergence is always positive and zero onlgiy)
shown to perform at least as well as the generative modelequals the true posterior probability; therefore, minimig
upon which is built. Moreover, as illustrated in the experi- F with respect taQ will always provide the negative log-
mental section, our approach tends to outperformthe perfor likelihood, i.e.,— In P(x).

mance of generative score-space based methods proposedinimization of F is usually achieved by variational infe-
in the literature. Finally, it has been employed to tackle a rence using Expectation Maximization (EM) algorith) [
wide range of applications here, using challenging dagaset which alternates between optimizifg with respect toQ)
and providing results superior to the current state-ofatie  and ¢ respectively, holding the other fixed. To make the
classification performance. inference tractablé€) can be constrained to belong to a sim-

The rest of the paper is organized as follows. In Sec. plified family of distributionsQ [4].

We denote a gene model as the joint distribu-
tion P(y,z) = P@®) ,_, P(y®,2M|0) whereax =
{z®}T_ is a set ofi.i.d. training observations, with") ¢

) 0

2)



Once the parameters are estimated, nanﬁel\ge can re-
arrange equatiofh to exploit the i.i.d. characteristic of the

experimental section will provide specific examples of this
strategy.

data and to highlight the contributions of each sample to theFinally, given the learned modets. for different classes

final free energy, i.e.,
F o= Z(

t
S QPN) - Py, 2®h)

[y®]

S QW10 - mQyV10) -

[y®)]
) 2

which can be rewritten ag = t}‘;. In equation2,

the first term in eack¥?, the entropy of the posterior, en-
codes theambiguityin the data fit; the second term, the
cross-entropy term, approximates ttieergencebetween
the sampler®) and the model parametefls The factori-
zation properties of the generative model and the particula
choice of the familyQ, also allow for these ambiguity and
divergence patterns i’ to be further highlighted locally

¢ = 1...C, we concatenate all the free energy pieces
of all models together to form the vector of free energy
components describing each data point:

FE = 06" (™) = [ ¢(z",61),...,¢(z",6c) ] (5)

2.2. Free energy decomposition/selection outper-
forms generative classification

By the terminology introduced irefl], 5% is amodel-
dependent feature extractdrecause different generative
modeld.. lead to different feature vectors. As i) where
TOP (and Fisher) kernels were shown to outperform the ge-
nerative model on which they are based, we can directly
show that a similar use af5” will also outperform gene-
rative model alone.

Letz € X be the input points, ang € {—1,+1} be the

in a summation of terms, each corresponding to a portion of o555 |abel in a two-class classification problethmay be
the generative process. For example, if the generative mo-, finite set or an infinite set lik&?. Because Fisher and

delis described by a Baygsta#j network, its joint distribati
can be written a®(v) = , P(v;|PA;), wherev denotes
the set of the variables (hidden or visible) dRé\; are the
parents ofy;. We can compute the contributions for each of

the hidden variables of the model in the cross-entropy term

(assuming here for convenience that each variable has th
same dimensionality):

IDRTEN Q" U PAL|A) - In P(v\"|PAL, ) + ...

+Ev%):1mdQ(v§$) U PAx|0)-In P({|PAN,6) (3)

Moreover, for discrete hidden variables, each summation

of EqQ. 3 can be further organized as a summation of factors
over the values that the related variable, e.g.pfor

QM =1,UPA;|0) - In P(v\") = 1|PA;,0) + ...

+ QY =d,UPA;|0) In P(v\") = d|PA;,0) (4)

. . 1 ~
In & similar fashion, the entropy term ., Q(y"(6) -

InQ(y™®|A) of F* can be further decomposed into a sum
of terms as dictated by the factorization in the particular
family O chosen for the posterior distributions.

At this point, we can formally define a feature extractor as a
function( that maps a given a point (an image for example)
into a score space composed by the pieces of free etférgy
under a modeb as¢(z®,8) = [f7,..., f ..., 1,
where M is thmﬂnber of factors involved in the sum-
mation 7t = fi(t). By the above recipeF? can be
broken down into a different number of terms, as either the
coarse factorization of3] or a further refined factorization
of (4) can be used. Furthermore, contributions from various
parts of the model can be summed together to control

the dimensionality of the feature vectg(z®,d). The

TOP kernels are commonly used in combination with linear
classifiers such as linear SVM&/]|| proposes as a reasona-
ble performance measure the classification error of a linear
classifierw” - ¢;(z) + b in the feature spac®?, where

€ R, b € R andd is the ML estimate of the parame-

%lérs. To make a general analysis, we assumewhandb

are chosen by an optimal learning algorithm. In this case,
the classification erraR(¢;) is

R(¢) = min oy ®[~y(w" - ¢(z) + )] (6)
whered[a] is the indicator function which is 1 when> 0,

and otherwise OF, , denotes the expectation with respect
to the true distributiorP (z, y|6™).

In [7], it has been demonstrated that the Fisher kernel (FK)
classifier can perform at least as well as its generative-coun
terpart if the parameters of a linear classifier are properly
determined. Such property, revised more concisely within
this framework can be written a&1]:

=R(©O) ()

R(E™) < Bee@-y(Ply = +1]z,0) - 7))

whereR () represents the generative error.

Itis straightforward to prove that a kernel classifier thegs

FE features is asymptotically at least as good as the MAP
labeling based on the generative models for the two classes.
Let M be the length of the vectas) ”(+(")) (see Eq.5).

Since the free energy can be writtervais= w” - ¢5F (@),
then:

R(¢5"

) 8)

min B, , ®[—y(w" - 65" () +b)]

< Ew,yq)[_y(U)E : ¢gE(I) + bc)]
= Ro(f)
M times M times
fO’I‘ U.)G:["l'l,"',‘l'l‘,,—l,"',—ﬂ, bG:()



whereR o (6) denotes the classification performance of the 3.1. Object recognition: Probabilistic index map
full free energy test, where the model with the lower free

energy f_or the data ppln_t IS chosen. When Fhe fan@ly troduced in 8]. Index maps are formally defined as or-
from which the posteno_r is c;ho_sen_ is expressive enough toyared sets of indices, € 1,...,5, linked to spatially di-
capture the true posterior distribution, then free eneegy r  stinct areas € 1,..., K of images, where K is the num-
duced to negative log likelihood, and the free energy testper of such image areas (e.g., pixels). These indices point
reduced to the likelihood ratio anfélg (6) = R(6). In other to a table ofS possible local measurements (e.g., color),
cases, likelihood computation is intractable, and freeggne  referred to as palette, modeled by a gaussian distribution
test, and the correspondirip (f) are used instead of the ¢(s(*)) = {ng,wgw}_ Probabilistic index maps (PIMs)
likelihood ratio test. At any rate, for the corresponding ap inject uncertainty into image indexing and into the nature
proximation familyQ the optimal selection of the features of the palette: each image locatiéris associated with a
of 5 must at least match the performance obtained by thelearned prior distribution over indice3(s; = s), thus de-
purely generative approach. scribing the image structure. We refer to an area bfth
image with the same assigned indexas an image part
which will be considered probabilistically as a (probabili
stic) map of the segmer@(sgt) = s) of image locations
Obviously, a number of discriminative methods can be {i}. In this way, the uncertainty of pixels of thie-th image
utilized to design a classifier based on the features extracbelonging to thes—th image part can be modeled. Further,
ted from the free energies under a set of previously lear-we infer the possible consistency in the palette across in-

ned generative model®. As discussed above, if linear Stances of the class through a palette pReE(s)). Several
discriminant functions are adopted, the sum of the piecesMapPS; extracted from Caltech101 rhinoceros class, and the

prior P(s;) and P(C(s)) are shown in Fig. 2A, in which it
is possible to note how the segment indexed by 3 repre-

The probabilistic index map (PIM) model has been in-

2.3. Usage of the free energy features

of free energy{ f;} will be re-weighted by a set of wei-

ghts{w;}. For example, if we employ logistic regression, sents the rhinoceros body for all the images with a palette

we can estimate a set of weights (one for each fea- o heaked on the gray values. The free energy of the PIM
ture f;), and classifypusing the sigmoid functigifx) = ﬁmdeﬁ is defined asg Y ' ¥

1/(1 + exp(—(Br + , Bit1[i))). Itis especially intere-

sting to imposesparsityso that only few3; # 0, i.e., only F o= ZZZQ(S(t))IOgQ(S(t)) — Q(s) log p(z]s®)
some free energy pieces will be taken into account for clas- t i s

sjficgtion. This can be dlone efficiently l_Jy.addihgreguIa- - Q(s") - log P(s) — p(C(s))

rization term for the weights of the logistic regressor te th

optimization criterion. At this point, we can better anayz ~ We carry out the sum over the pixels, keeping separated
the schema presented in Fig. 1, highlighting how our appro_the other contributions. The resulting feature extragtar

ach differs from other paradigms. For score-space&]] therefore defined as follows:

classification error is theoretically lower than that of the D P = (36D = K)legs® = k). (@)
generative methods: this trivially holds for our framework G
since generative classification rule is a special case of the =37 Q( = k)logp(zi|st” = k), (10)

proposed approach. Score-space methods and our approach

perform better than standard discriminative methods since

features extracted from a generative model encode both the ooy —logp(C(s® = k))E_, (12)

dataandthe generative process. Moreover, unlike discrimi-

native classifiers, they can handle missing and variable len In equation®-12four pieces of the free energy are evident:

gth data. As opposed to score space methods, our approacie first term,Q(s(")) log Q(s(*)), represents the entropy,

encodes ambiguities of data fit at different levels of the mo- the second one&)(s™) log P(z|s")), reflects how tight the

del, as dictated by the approximate posterior functionerath  color distribution within each image part is, the third term

than the derivatives with respect to the model parametersfepresents the agreement of the probabilisticimage segmen

making the approach both more tractable (no need for gra-tationQ(s) with the priorP(s), and the fourth term indi-

dient computation as ir7[ 21]), and qualitatively different.  cates the agreement of the palette with the palette prier (se
Fig. 2B for the explanation of the third term, in which we

3. Experiments have the agreement of the mggs(¥) = 2) related to an
image observation with respect to the pridfs = 2) of the

In this section, we focus on challenging vision applica- squirrel class).

tions such as object, scene and shape recognition, and alsin the first example, we used the Caltech101 dataset. After

report comparative performances with respect to state-of-learning a PIM model (3 image parts, S=3) for each class,

the-art generative models. and calculating the free energies of each sample under every

=)0 = k) log P(si = k), (11)
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Figure 2. A) An illustration of the probabilistic index mapmgerative model. Color bars below P(s) indicate the estichateans of the
priors over the colors for different segment, while the cddars under Q(s) indicate the inferred color for the paldicsample §]. B)
The illustration of the free energy terms as they relate &ithage structure: brighter pixels indicate higher proligds (the learned
prior or estimated posterior, latter shown next to each eha€) The bars represent the discriminative contributiointhe free energy
parts for several data classes, obtained by normalizingetression coefficients; (high bar = high contribution). The example indicates,
for example, that for faces, the color prior is informativ@yofor segment 2 encompassing the face, and leaving outablegbound and
shoulders, whereas the uniformity of the color within a segims important across all segments, followed in imporang the shape
of the segment 2 (in terms of its agreement with the prior).OB)ect recognition results (standard Caltech101 bendksjiain the top
chart, the dotted lines labelechll testare obtained using all available testing samples for eadsdkeed]). The lower chart, shows how
starting from the same descriptor (appearance), our methigerforms §]

model we describe each image using the feature vector:  the color prior in the image part correspondent to the face
(in the figure, s=2). The class cellphone can be correctly
HFE (@) = [¢(z, PIM,), ..., (x", PIMo1)] classified looking at the color in the background area (due
to uniform clutter of the scene), while the most discriminan
In Fig. 2C, we show the results of one-vs-all sparse logi- features for the anchor derive from the segmentation.
stic regression: the bars under the paramef¥g repre-  We performed classification over the entire dataset follo-
sent the estimated normalized regression coefficients assowing the training-testing split ofd2, where the authors
ciated with the three image parts= 1,2, 3, with respect  used the Fisher kernel over the constellation model with
to three free energy terrhsinder the modef.. In the pic-  two descriptors: shape and appearance. The purely gene-
ture, the higher the bar, the higher the importance of thee fre rative application of the PIM model yields the classificatio
energy portion for the discrimination. For example, images accuracy of 17%, slightly outperforming the baseline. Ho-
of the class motorbikes are classified only considering thei wever, SVM classification based on the PIM’s free energy
structural information as only positive examples wouldéhav  features, yields a classification rate of 48% (see Fig. 2D),
high agreement with the segmentation prior inferred for tha making the model comparable with similar hybrid approa-
class (see segments 1 and 2 for the positive and negative exches p] not based on the PIM model. It is worth noting that
ample). Some classes can use a strong palettez(i¢s)) we are proposing a novel hybrid feature that capture the ge-
in some image parts as the source of discrimination power;nerative process of the data which can be used with more
this is the case of the faces class which can be correctly clascomplex discriminative classifiers in conjunction with eth
sified only looking at the agreement of the color entry with standard features, as intuitiveiE captures rather different

1To ease the visualization and the understanding, we didepittthe 2Consisting in using part of the training set to learn the gativee mo-
entropy contributions which decode the ambiguity withia thodel dels and part to learn a support vector machine.
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0.75 F——"44 032 03 04 False positive a p-value = 0.00218 anBS-rbf with a p-value = 0.00967. The
o FE PIM LoRe. SYM Features LRE Haar PCA difference betweerfE-lin and [7] is statistically insignificant
AUC 0.54 0.75 0.96 AUC 0.94 0.90 0.86 (p>0.05).

Figure 3. ROC curves for the pedestrian detection exampi¢: B
tom: results usings”” based on the PIM model, -PIM- refers

to purely generative classification, -Lo.Re.- stands fgidtic re- . .
gression of E features, while -SVM- for support vector machines Well-known score spaces approaches like Fisher and Top
with the RBF kernel. kernels [7, 21]. Usually, these methods are used in co-

njunction with the hidden Markov model §] as the ge-
nerative starting point. First, an HMM model is fit to the

aspects of the images. _ data, then the tangent vector of the marginal log likeli-
Adopting a PIM model and the same evaluation procedurehoodve log p(x|A) is used as the feature vector for the Fi-

of [16]_’ we also compared our aPproaCh on th? pedestrian her Kernel 7], while the Top kernel21] is derived from
detection task to show a comparison between image-base s(Iogp(y = +1|z,0) — log p(y = —1|x,d)) wherey is

features and hybrid features. We trained a probabilistic in 4 '|abel variable. In general, the main intuition of the ge-

deg map model using only hﬁlf of the traggng images of nerative score space approach is to distill the contributio
pedestrians (see Fig. 3). Then, we ugéd” to extract a0 parameter in the generation of a particular sample.

features for the remaining training images and for all the This yields to a mapping of variable length sequences into
testing set. After ranking the features, we calculated the 5 fixed-length feature vector (space). For HMMIE fea-

area under the ROC curve (AUC) for the generative CIaSSi'ture vectors will have a length dependent on the length of

fication, getting AUG:_ 0.54, and this _qUite poor result is the particular samplg making the usage of discriminative
due to the fact Egat, in ge(?)erz(atl), positive examples have ay e qqs unfeasible. Details on the extraction of free gnerg
low value of Q(s'") log p(z*"’|s™) (which portrays tight- ¢, LivMs can be found in13). To solve this problem, we

?egs with rkesdpeclt tod"’_‘ cqlbor _chst;lbutr:on), Zencg itis hard; simply perform the sums over the sample length, normali-
ind a peaked color distribution for the pedestrians. On t ezingthe vectors over the length of the sequences to obtain a

other hand, we discover high values &s") log P(s*), fixed number of features per data point.
mirroring the fact that there is a structure prior which hé t We consider the Chicken Pieces DatabaSkfs the expe-
images are in agreement with (the structure portraying the ;o nta| data set, consisting of 446 binary images of five

human body). Summing the free energy pieces as the genezpicken piece classes: “wing”, “back”, “drumstick”, “tig
rative classification does, looses this difference. Theemor .4 ack” and “breast”. Despite the limited number of clas-

nlaturf';l_l way tr?_ c:\pturle _th'hs dl'ﬁerfg%e Is to emplr%_kernel ses, this is a challenging dataset where the best result does
classifiers, which exploit the local differences exhibitsd not go over the accuracy of 81%, to the best of our kno-

the free energy feature vectors. The SVM classification ba'wledge. In order to compute curvature sequences, we first

sed on free energy features improved the performances tQu,act the contours by using the Canny edge detector. The

AUC= 0'%? (see Fig. 3) outpen_‘orming, Wh”e only usir}g boundary is then approximated by segments of approxima-
gray-level images and generative modeling, the Previousie|y fixed length. Finally, the curvature value at painis

classification rates on this task, including Haar wavelets, computed as the angle between the two consecutive seg-
cal receptive fields (LRF) and PCA coefficients which have ments intersecting at, resulting in real-valued sequences
been considered the best features for this tdsk [(LRF of different lengths

features could be considered as another example of a SCOr¢ e results are reborted in Table 1. where we varied the
space method, since they are extracted as by-p_rodu_ct of Fractions of the set of so obtained training curvature saeque
neural network. These features are only slightly infer@or t ces used to train either the hidden Markov model or the

free energies features.) SVM classifier (employing the same training images used
by the database’s authors). Using the same classifier across
different sequence features, we find tir& features ou-
Since we are using generative information in a discrimi- tperform [7, 21]. We reached the same conclusionsbf][
native framework, it is natural to compare our approach to that is, generative models are more effective with less,data

3.2. Shape recognition: hidden Markov models
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Figure 4. Some examples from each dataset used in the sesne cl
sification experiment.FP is composed of eight categories from
OT and the additional five shown here. The last row shows the
confusion matrices fov'S andFP (OT is a subset oFP).

providing a generalizable class description which can be ef
fectively isolated by the SVM, using the remaining training
data.

3.3. Scene classification: pLSA/LDA

Topics models such as pLSA][and LDA [2] have been
successfully employed in computer vision tasks such as
scene classificatioriP, 3]. In this formulation, each image
is represented as a collection of detected patches or visu
words, taking word labels from a previously trained code-
book of iV words. The word occurrences are counted, resul-
ting in a term-frequency vector for each image document,
which ignores the words’ spatial layout (as opposed to PIM
model above). Given the term-frequency vector, the pLSA
uses a finite number of hidden topigsto model the co-

occurrence of visual words inside and across images. Eacq
image is explained as a mixture of hidden topics and theset

hidden topics refer to objects or object parts.

BEU

pLSA: Comparison with the state-of-the-art

Dataset Best Auth. [3] p'F

VS(6)  857%p] 751%[P7 857% 90,30%
OTN (4) 90,2%PB] 89,0%[1§ 90,2% 95,21%
OTA(4) 92,5%B] 89,0%[L8 92,5% 94,38%
OT (8)  86,5% B n.a. 86,5% 92,79%
FP(13) 81,1%[1] 652%[2 73,4% 84,31%

Table 2. Scene classification results. The numbers of dasse
different datasets are shown in brackets. We compafed with
the datasets’ authora\(th), the best methodes), and with _].
For the OT dataset,OT™ refers to the restriction to four natu-
ral categories, an@®T# are the four man-made categories. SVM
classifiers was found slightly superior to logistic regogss The
classification rate for the free energy decompositionesiele ap-
proach on the extenddeP dataset used inlfl] is 82,91%

pular datasets: (1) Oliva and TorralbBg], (2) Vogel and
Schiele 2], and (3) Fei Fei and Peronag]. We will re-

fer to these datasets &, VS andFP, respectively. We
extracted SIFT features from 16x16 pixel patches compu-
ted over a grid with spacing of 8 pixels; we used 40 topics
(Z = 40) and 175 codewords¥ = 175).

For each test we trained pLSA models, one for each
class, using half of the training set designated by the data-
base authors. Afterward, we extracted the free energy fea-
tures¢’F from the rest of the dataset. We used the second
half of the training set to learn the discriminative models.
Finally, we calculated the classification accuracy over the
test set, repeating the process 10 times and averaging the
results. The free energy features are straightforward o ex
tract from the description of pLSA/LDA irng, 2].

Results for each dataset are summarized in Table 2 where
we compare the accuracy of our approach with the accu-
racy achieved by the datasets’ authors, the current state of
the art, and the results o8]] The methods presented in
[22, 18, 11] are purely discriminative: the features (SIFT
or image patches) are directly used for SVM classification
with well-suited kernels. In particular, fo2p], the trai-
ning requires manual annotation of 9 semantic concepts for
60000 patches making the pre-processing step rather expen-
sive. The unsupervised approach@ftfains a single pLSA
odel for all the classes, and then uses the marginal distri-
tion P(topic|document) as the input for a discriminative
classifier, thus employing a hybrid technique. Finally, we
also considered the semi-supervised generative appréach o
[12], which makes use of LDA likelihood to classify. In Fig.

4, we report the related confusion matrices.

Our method strongly outperforms the current best re-
ults on each dataset, which is also explained by its rela-
ionship with other methods. Our free energy decomposi-
ion/selection approach has the same discriminative power
as 22, 18, 11] since it employs the same discriminative me-

S

We used these models as the generative starting point and

evaluated our classification algorithm on three differemt p

SLDA performances were found to be slightly inferior.



thod. It has provably better performance in absence of over-
training than 2] since it uses the same free energy (see Eq.
8). Finally the information inP(topic|document) used in

[3] as features is contained in the free energy vector extrac-
ted byo™”.

retrieval, pages 50-57, New York, NY, USA, 1999. ACM
Press.7
[6] A.D. Holub, M. Welling, and P. Perona. Combining genera-
tive models and fisher kernels for object recognitit@CV,
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framework is successful in a wide range of different appli- [13] D. MacKay. Ensemble learning for Hidden Markov Models,
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